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Introduction

• Principal Engineer @ AWS AI/ML.
• First time speaker at Community over Code!



Background: SageMaker Studio



Motivation

• Purpose-built or generalized runtime?
• Open-source.



SageMaker Distribution



“Unified” runtime



Pre-built Docker images, with a built-in IDE



Image tags

Example: v3.2.1 is the latest release. Images tagged with:

1. latest-gpu
2. v3-gpu
3. v3.2-gpu
4. v3.2.1-gpu (immutable).



Reproducible environments



Automated version upgrades



Example: “minor” upgrade from v1.8.x to v1.9



Automated staleness reporting



Automated image-size reporting



Automated changelog



Public release cadence and support policy



Security

• Automated scanning.
• Patch releases to fix security vulnerabilities.



Future work

1. Decouple tooling from build artifacts.
2. Semver for OS level packages.
3. Support for AWS accelerators (Inferentia and Trainium) with Neuron 

SDK.



Resources

• GitHub: https://github.com/aws/sagemaker-distribution
• Container registry: https://gallery.ecr.aws/sagemaker/sagemaker-

distribution
• AWS SageMaker: https://aws.amazon.com/sagemaker/

https://github.com/aws/sagemaker-distribution
https://gallery.ecr.aws/sagemaker/sagemaker-distribution
https://gallery.ecr.aws/sagemaker/sagemaker-distribution
https://aws.amazon.com/sagemaker/


Thanks!

Contact:
• vijayvar@amazon.com
• https://ketanvijayvargiya.com/

Questions?

mailto:vijayvar@amazon.com
https://ketanvijayvargiya.com/

